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[1] Konstantin, V. Shvachko. "HDFS scalability: The limits to growth."
USENIX; login 35.2 (2010).

[2] Why Spark on Ceph?
https://www.redhat.com/ja/blog/why-spark-ceph-part-1-3
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[3] [ceph-users] Luminous | PG split causing slow requests
http://lists.ceph.com/pipermail/ceph-users-ceph.com/2018-February/024984.html

[4] [ceph-users] All OSD fails after few requests to RGW
http://lists.ceph.com/pipermail/ceph-users-ceph.com/2017-May/017950.html

[5] [ceph-users] RadosGW performance degradation on the 18 millions objects stored.
http://lists.ceph.com/pipermail/ceph-users-ceph.com/2016-September/012983.html
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[6] Google: bigdata-interop/gcs at master : (https://github.com/GoogleCloudPlatform/bigdata-
interop/tree/master/gcs)

[7] Google: Cloud Storage 144 | Cloud Dataproc | Google Cloud
(https://cloud.google.com/dataproc/docs/concepts/ connectors/cloud-storage?hl=ja)

[8] The Apache Software Foundation : Apache Hadoop Amazon Web Services support — Hadoop-AWS
module: Integration with Amazon Web Services.
(http://hadoop.apache.org/docs/current/hadoop-aws/tools/hadoop-aws/index.html)
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e Hadoop Filesystem API Z3E%& Té;&l LU

Apache Spark/Hadoop Mo FI ] E

e CephFS [Z Hadoop Filesystem API
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[9] Ceph : ceph/cephfs-hadoop:
cephfs-hadoop
(https://github.com/ceph/cephfs-hadoop)
[10] Using Hadoop with CephFS — Ceph
Documentation
(https://docs.ceph.com/docs/master/cephf

s/hadoop/)
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m GlusterFS

lusterfs-hadoop [11] ~ N
e (glusterfs-hadoop S K
o park

e GPFS-hadoop [12]
m Gfarm
e Hadoop-Gfarm [13]

[11] gluster/glusterfs-hadoop: GlusterFS plugin for Hadoop HCFS
(https://github.com/gluster/glusterfs-hadoop)

[12] Raghavendra, R., Dewan, P. and Srivatsa, M.: Unifying HDFS and GPFS: Enabling Analytics on
Software-Defined Storage, Proceedings of the 17th International Middleware Conference, Middleware ’16,
New York, NY, USA, ACM, pp. 3:1-3:13

(https://dl.acm.org/citation.cfm?doid=2988336.2988339)

[13] Shunsuke Mikami ; Kazuki Ohta ; Osamu Tatebe: Using the Gfarm File System as a POSIX Compatible
Storage Platform for Hadoop MapReduce Applications, 2011 IEEE/ACM 12th International Conference on
Grid Computing, pp. 181-189

(https://doi.org/10.1109/Grid.2011.31)
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CephFileSystem

+ open(): CephFSinputStream
+ create(): CephFSOutputStream
+ listStatus(): Array[FileStatus]

'

,

CephFSInputStream CephFSDataOutputStream
- channel: - channel:
CephReadChannel CephWriteChannel
+ read(buf) + write(buf)
CephReadChannel CephWriteChannel
+ read(buf) + write(buf)
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CPU Intel Xeon CPU E5410 @ 2.33GHz x2

IE! DDR3 FB-DIMM 667 MHz 4GB x 8 (Total 32 GB)
RYRT—2 10 Gbit Ethernet

A— RevoDrive 3 X2 PCI-Express SSD / 240 GB

0S CentOS 7.6.1810

Linux Kernel

3.10.0-957.21.3.el7.x86 64

Ceph

v14.2.2 Nautilus (latest stable)
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