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£33, Ceph AL =7 7R DWEDOR—R 7
A v iE»PDSL7DIT, Ceph Tk DRI N TV 2
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AT kD, Ceph 7 7 AFIINLT, WHIT7 Vv A%E
DEBEOY =Ty VT 7 ADOWHENET 52 LD
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(© 2019 Information Processing Society of Japan

Vol.2019-HPC-171 No.1

2019/9/20
125.0
107.6 107.7 21
. 100.6
100.0
@
m
= 75.0
=
a
-§, 50.0
e} 28.9
= 241 246
= 250
0.0
1 2 4 8 16 32 64 128 256 512 1024
Object Size [MiB]
B4 3727 b9 A X% 7L D Read R
1.000
0.781 0.820 0.809
0.716
0.750
@
o
=
5 0.500
o
<
2
e
£ 0250

0.000

1 2 4 8 16 32 64 128 256 512

Object Size [MiB]

5 A7V YA RS E ED Write M

L7z Read DR—ZA 74 Vg 32 L, 2727
kA 21024 MiB T 90 % DIEH I B PEBE DI TR X
17z, Hadoop ® HDFS TW¥7 7 # L FT7 0y 744 X
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Z 515, Apache Spark TD 7 — % DEREFRFICIE, itk
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B6 1MiB DA 7Y =7 Write kid Ceph 7 7 22128155 1/0
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(1) 77 ANV AT LN L TEZRAADRNT 209
PERMERT B0, Ya7hEhYTonky Ay
2% attempt &\ ) prefix DDV 7 7 A WITFEEEIC
T—Y DHZALERLRD.

(2) T DEZAZDVBEI LS, HEAFN/7 74
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(3) TRCDIARAIVBEYI L7265, —IR77A4L%ET7 74
W AT b FORMEINEH ZARGITCBREIT 579
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T257%HICCRUSH LW T—F DIEMNA L —T %k

ERCEHE AR 7L Y R A2 L Tw5, CRUSH

&, A7V b HEX-ELT, 774N DB E R

T2, FLOokHI%3 ATy 7ONMOHF T rename

WHEITIND-QNIE, T 727 VAV EBEIND L ED

i, Ceph 7 7 A% LCOA 7Y 27 b DI EZ LT T
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KA TV 27 T —8 DiiAird « 2 — - BRI/

DRNEC % 5. AT, Z OREDRRGEIC DWW TR

ARTEIERTERDPH, SBREDA TP =7 P AL

L= CHRARORENFET 5 2 LN T 05,

5.2.2 Write F® I/O OAER

727 b YA RBBE T L ED Write DIERER

X512, 1MiB D4 7Y =7 b Write R ® Ceph 7 7 2%

IZET 5 1/0 DWRZRT, ZOffiid, Ceph 7 7 XN

ND1/0 DHFEHEREZIUS T2 2 £ 2 M[HEICT 5 iostat

Y2 — V2L THER L 7.

727&0, A7V b7 =% D Write UWHDHIZ,

Write D 1/4 ~ 1/3 & D Read WIS FKFICfTHNT
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W5 EDVHERTE S, D Read/Write FLD I,
BIZ120X 7Y 27 F 57— D Write LBLZ 1 Tld 7
{, BB L7 3 AT v 7D rename IZ X B[H—% 7Y =7
I @ Read / Write W& EN T3 EEZ NS, 51T,
Ceph 7 7 ZFNTIE, M7 74 L Z2GLTXTOL 7
PP T=FICHLT, 3200SD KLY = a
v 7§ % Read / Write LEEDSHBINICHE T 2720, FH—
DAT 27 b TF=FIINLT, VLIV T—2arokd
@ Read L3 & Rename MFEDFHET 2 2 & MERESH LD
JFREE 2> T AARELH 5. T —FEHZAARRED /0
ZEDFEICEITT 2 2 L RDSND,

6. XELHESERDRE

AT, A 7Y 27 AL — Ceph I2H%
MEINTKBET -2 %, ©y 77— Y UHEETH S
Apache Spark % Apache Hadoop %> & S THIH T &
5X9129% 2 E2HME LT, Hadoop FileSystem API
ZHEIC L7 Ceph DA ML —Y a3 7§ DiGEEHL%
fTolz, Uz kb, Rk oMHHINTVS, 7Y
7 b OIRREBWB NI 2% 7 ¥ 2 /& F12, RADOS
AT 2 VDT —FICEET 72 AT 5 I ENTRETDH
52 EmRLT.

SHROBE L LTiE, ERESLDORE D> 7 Write DI
B LR ET 5201, /—Fa—=ALAML—=V%
WAL, HZAAT S 2—RNIRETE 2 EICLD,
Ceph 7 7 2% LD 1/0O D@fE2KELT 5 2 LNEZS
nas.,

¥ 7, 3 T/~ L 7z rados-bench OJIERHRIC X D,
Ceph A F L =135 7 7 2 212 & O @ Pfg % FiE 9
5 EWRENT, RADOS A 7Y 27 b ~DT 7R %
WS 272002, A7 72 A2k 2 1007 72 A
7217 Tid7% {, librados DIEFEIIAT 7 X APTI ZiHH L
70, BMOWIEDT 7 e A %725 L )ICHRTE L
kD, ArL—vaxryeEtalT s LR
nas.,

oI, SEOERTE, Y7V —Fr6D1/0M%
BDOARZME L 72D, 8/ —Fh67%% Ceph 7 7 A%
BE W Spark 7 7 AF 2R L <G BDA ML —2 7 7%
AR =72V T4 2o T 5T LHHEUETH S,

7. HEF

AW D—EBIE, JSPS BHIFE 17H01748, EISZAFZERTS
BAF T 2L X — - FEEEMRAPIFER (NEDO), JST
CREST JPMJCR1414 ¥ Xk V& @78 HT & o L FFE I
5.
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