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1.1 Apache Spark

Google D3 KB 72 77— S WBLOFEME S 27 5 L LT
MapReduce [1] 2% - R T 5 &, ZORFFZV 7 7L
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WEEDIAET 4 T A BN F7 272l THEI N
7725 ECHT 2 ZEPEINTED, BeRT—
Y T4 ERWITREME & W) Rz R > Tw 5,

Apache Spark [5] &, =7V —ATHHE MTbh
T34V RXEYDEY VT =S U7 L —LT7 =0T
& %. Apache Hadoop 23RV T 212D,
2, BT — 8T 7 RE2RELET D, VTLI AL
DT = IR AR 2 DT —7 00— Itk T,
Apache Hadoop IZIZA ML =Y 77 L AP R Y T—%
Y= N—ZB LRIV Ry VPHEET S I EDRHS DI
%> T&E7:[6][7]. Apache Spark (%, Resilient Distributed
Datasets (RDD) [8] # X—A L L7zAT—FZRA VY XEY
DF—FWMHEFT) LIk, 9 LMEEZBNL,
WL T — ZUBRERE 2 FEHE L TV B [9].

Apache Spark 1%, fERDE Y 77— 5D #1752 5T,
JA P DB E 1 b SIS % MLIb [10] 7 & 23EEHE 5
477V ELTEMINTV L0, KERALT—5 12y
FEAMHAL B EO 7 -7 - Ficb I T
3. BAEOCTETCORADBIEE > TWE ), SHbEY
TTF—=FUH 7 L =27 —27 LTRSS 2 LY
Wiz s,

12 HPCIRBWBEYIT—977V 77— a>ofA
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La»L, HPCEEICB I 27— A v 7 vy 7% 77
F—var7Tld, R, EAPL YT RATLARZDA
T = =N EBELRR LRy 7 L5 LA
54T 3 [11][12][13].

Apache Hadoop I X > TIAS SN E X ) Ick-o 7
By I F=S 7 L =0T =713, 4V XAEY) OFEEL
WFRHTH 4 % Apache Spark D31 X > T, HPC @
N—=PFD =7 %FmIHEP» L ENHROERH S 225
T&E7., ) LAMELZMRRT 24 E LT, RDMA %
FAL 77— 7 R E#E R E2MThbiTw 3 [14].

NAFTA YT H2T A4 v 7 Al EORPENEFCIE, KB
Ki7Ze 3t HLD 72 12 Apache Hadoop % Apache Spark 7 &
DEY P T—=F N7 L —2b7 =7 BALERAERTY
5, —HT, T—FH% A4 ROMBNLIEINE-T, 2%
FTATAR=ADY 7 AY T, 7—F NI KR
Do TLE) EV)ELBINTE T3,

INFEFTH, HPCERE Ly 7 F—F NI L DD
Fry 72MO5701L, Ey/TF—F0M7L—67—
2% HPCBREETIHA T2 ED0I £ Rl AD TN
TETEDY [15][16][17][18][19], 7L —24 7 —2 & LTI,
Apache Spark 23 & 913 2 & %\ [20]21]. 54D,
IOIEVWEYEa s a2 =72 TSNS LK), HEikREk
N=F7 2 7%N=2L L% HPC Bz AT %
TERZRT CLIZEETH D, Z D7D ZEHFOMERE
DX vy 72O W0 A ZHT T BERH 5,

HPC Bi¥i |- T Apache Spark D #E % #¥Afi L 7% T
&, RS, WHE77ANVCATLICBIT B XY T— 5 HRE
MRV Ry 7R IEDPHSHIZINTED [22], Z
D& DS b, BRI T 5 HPC Bibi
WKBFZAML =YY AT LDRAT =Y 7 4 1%, HEHE
RHEE o TnB EF 25,

1.3 AVTFFHEMOEREAVTFA—TANL—Y 3>
Y A7 s Kubernetes A\ DEG

S50, BETIE, EROARL—TFT 4 VI AT AL
OV DARFBGIZ R T A — N =~y F23FEE IR a v
TFEMBNERN IS L) ICh>TETR 3,

LXC 2 ¥ 7 7 %, namespaces ¥ cgroup 4 £ DH L
W Linux 7 — 2V OKEREA R— R I L THEEI N
Docker [23] DEH Ik b, a v 7 FEiE—MiIcE X
L, SEIEHPAEMaB L FHING LI
KoTws, 35T, HBOKERIVYE2L—F T TRY
DEIFZRLICHALD, HERA =) v 7tk h K
Bz 7 9 25 OEBEMNAEZER TE 2 EOKREL
FEsFons, 3FEhavyrA—rAtrL—va
VIAT AL INTEL, STV 77T FORE
Tl¥, Google 2% Borg [24] £ U Omega [25] ZX— R &
LTBFL, & —7 v Y —2 TR L 7 Kubernetes [26]
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DL DTANL Y TT I 77 PRIV F—FEk>Tw
5, Slum % EDY a TR 2 =7 %IET 5 2 LT,
Kubernetes 7 7 A% —%, HPCEHRZ &L A 7L I R
DIAFEBREICT 7oA $2Aab4 k3N T
5% [27][28]1]29].

Ceph % Apache Spark &, F#ICF BT Kubernetes
IS 5 7 D DBFEMIERIITONTERLY 7027
Thh, TTIELDTRY sy a vEETORNMERKED
b5,

Ceph 1%, IHD/N— a ¥ Octopus 6, 77 4Lk
TIRTOT U R%avy7FTHITT S LI IR [30],
Kubernetes D4 XL —%T&% % Rook [31] Z#FIf T 2% Z
& T, Kubernetes L THBINICA L —Y 7 5 A5 % H4
FT 2 EDUEICHESTVWD [32]. F7, 2Dk
A bFL—=v & LT, HPCEREETARD ® % Lustre TH,
Kubernetes ECA ML —2 7 5 A% % HBIWICHEET
AAaDBfTbiTE D [33], Ceph & [FAHKIC Rook 23HI &
N5 HREED D 5.

Kubernetes A 74 7Oy FP a7 A7 a—7
ELCHFEMTbNTW2 7L =07 —2 £ LTI, Vol-
cano [34] %°, Volcano % X — R IZHEEE X 1172 Kubeflow [35]
BHY, INoEMHTEIET, ZABTIIRY R
HLT, RNHOY a 7% 7 = 7ICETTE 2 B HERE
T& 5. Apache Spark (¥, spark-operator [36] % |
% 2 & T, Apache Spark application DA TENE % HE)
PSRBT 2 Z L HRBIC > TR D, Ya TA T Y a—
77V =07 =7 ECKBIEAREY a 72 FETTH L
WTED,

%7z, Docker T—E& VR EDaYTF I V¥ A LK
E—FTHMET 22 L1, HPCEEOADMETIZAR L,

5 LB INTEY, V— MERZBE LT, 21— —
WIROARTAYTFDIATHA I NVEAN—TESLY 7
Y = 7 ERICHE SN TR, 2= —HEROATD
AVTFDOENVRZITASZA =T VY —ADY 7 b
7 & LT, Google % HuIMZBHFE X 11T w» % Kaniko [37]
%, Red Hat Z H/0MZBHFE Z 41T> 5 Buildah [38] 3% 1),
=Y —MROATETTELAV T I7vF4LELT
I%, Docker ? rootless mode [39][40] %>, Red Hat IZ X %
Podman [41] BRI N T3S, E5IAVL—F4 v
AT ALV TERE LR 5 012E, avT
FIF DX X 2 7 CligRAY v PRy 7 AR Z T 2
Kata Containers[42] %> gVisor [43][44] 7% &b IEHITE 5,

HPC BiEElcBWTdH, ABCI, TSUBAME3.0 72 £ D A —
N—avEa—%—7TIF HPC @FICBAFR I NIz —F —
MeBRTHATC & % Singularity 2 > 7 7%, —i#f® Docker
AVFTFEFETTELL)ITHR>TET5 [45][46]. B
TETIE, RS, root FitEZ BR§TH2 A L —Y 2 X T AT
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BIL Tix, HPCEEICK T % a > 7 F ORANCIE L 723
B> T 25 b DD, Apache Spark 7 & 2 — — %
BCBIfEd 2 7 by = 7Bl TE, 22— —HERTHE
TCE2eXavhavrrEfioEkicky, %<
DIAFREEREEC, I X I ABAEME RO 7z01ca
VTTONERZINS LI oTR L T EDRREIND,
spark-ceph-connector |%, 29 LA av 7 FERETO
FAD STICEWTHIEIN T S,

2. spark-ceph-connector

FrLOBEICEIEL, AT ECHHDIAD > Tw 5
Apache Spark & Ceph 1%, b, E v 77— S U7
L—ALT—=0%, REELT—5Z2KNT2IL8TES
AT =T TNEHA P L=V AT LELT, SESF
BHTTHH NS 2 EWIfF I NS,

TN FETICEBR X 91T, Apache Spark Tl&, HPC Bt
BCRIER7 7 A VY AT LICET B X8 7= SRS R
PRy 71l 2 EBHLERICINTS, £, By
JT—FNET7 L — LT — 7T, BERT— 5 EER
LEEITTED, REBELT -9 20T 22 L8TE, —
FRICKSTICAT =7 TN ARSFETE A L —
CYATLAVRDSN TS, T LEMEICNLT, £
FT =% —N—DFRETH 5 EBEFTHDAT—7FEY
T A ERFEOGHA 7Y =7 P AL — Ceph 2FIHIT 3
C EDMRRIKE 72 2 VIRENED D 5. 2 D7-0121F, Apache
Spark 225 %% X { Ceph @7 —% ZXIHEMIHIHTE %
AL —=2azx 7 dPREEINT N5,

ZIT FESIE, 29 LMz 2 2 HINE
LT, AL —Y %7 ¥ spark-ceph-connector % ¥
L 7z [47]. spark-ceph-connector I3, Apache Spark T
FIHINTO SO R ML —Y a7 LFHERIZ, Apache
Spark & H#fal:d & % HDFS O Filesystem API % | ¢
5 LICk o THERITo> TR 5, FHICH > TE, b
FEOPERENFERITE 2 X 912, Ceph @ RADOS Gateway,
RBD, CephFS % DA ¥ ¥ —7 x4 ADFLHME L LT
HiEbNTWD, librados ZERL, INA ZFH L 7=
Java XA VT4 YT DI A4 7Y % Scala I CHIH L 72,

L2 L, spark-ceph-connector |&7 — % DFiAiAH
R L TEECERZ R ETERL T, T—FDHEE
ABMERIZIEF IR IR L 2T 2 L TE X
ot KR TIE, SEHIICRTIEIEFARBNADLS,
spark-ceph-connector D& XA AMEREME WIELH % 5
Mi$2., ZHITE>T, W OhDEREMT & &b,
spark-ceph-connector [EH O I SHLT & % @b 7%
HZAATHEZEHT 5 2 LT, HEAAEREZLET 2.

%8, spark-ceph-connector (3, Spark & [A U Apache
License 2.0 742 v A D b &, GitHub L TA—7v Y —
A TRHEL T3 [48].
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3. BOEMRAE

3.1 cephfs-hadoop

Ceph THIHICTE 22D AL —Yaxs ¥ e L
Tl&, Ceph DML A ¥ —TH % CephFS IZH L T,
spark-ceph-connector & [AHkiIZ HDFS @ Filesystem
APl ZFEE L7 A ML —Y 3 %7 ¥ cephfs-hadoop ¥
RS % [49].

Lpl, ZOALL—yaxyyoREGIERICEC,
2012 412 Y ) — A 37z Hadoop /N —¥ a ¥ 1.1 &Sl %
MELET 270, BIfE—Icfib T % Hadoop /N —
Tav2en—varv3RiTE, o MMTEIL
MTER\,

I5IC, TOARML—=—Yax7%i%, Ceph DA v 5 —
7 24 ADPTHI|S A — =~y FHPRE L, POSIX #E
o> 4 2 % —7 = 4 2T % CephFS ® FICHEEES LT L
5. ZD7®, Ceph 4 71 7D librados D LITHEHE
S #7: spark-ceph-connector & Hik$ % &, YEREHIT
DEMEDERNEF R B,

3.2 zero-rename committer

zero-rename committer [50] I¥, Amazon S3 THIH
T & % S3A Connector D7z & D Committer DY T
W% TH 5. S3A a %7 ¥ LEBRICBART 5HETH S
728, spark-ceph-connector 2» 5 {EIE® 3 IZEEHH
TEL)E)DIEHL TR,

AWNHD spark-ceph-connector DFIHTIL, zero re-
name Z EWT 2 I L EFTIETE o0, ZOHRR
DHLTH 5 rename DEEZ IS T & v 9 WD I 6
KHDE, BIEDA L =Y a2y THEBENHTE
% fileOutputCommitter DFHEI N/ 7L ) XL %F]
HAL7%., ZoRIck Y, 58, zero-rename committer
E %D Committer ZFIHTE 2 LH T3 LT, &
LRLIWEPRIAD L VD05,

Z DMz dH, Amazon ¥ Amazon S3 I8 l} @ Committer
DWEHEEITH>TWBENI[51], AWSD7 S v b 7xr—24k
TLO2HATERW IR 5428V RY 7727 TH
% 7%, spark-ceph-connector 7%~ 7L 3 2® Ceph
77 A DIOITIZMMAT S LIFTE RN,

3.3 Stocator

Stocator [52] 1%, zero-rename committer & [AHRD
WHEZMADO7? 70 —F CHEELLA L —YaRI ¥ T
H5.

L?*L, Amazon S3 % Swift TOFHITHBREIN T3
%3, Ceph IIFICIFFHFESNTE 5, librados 74 77
VERWT =87 7% A %479 729121, Stocator Al
DAL=V 7774 v Z2BITHAET 20835 %,
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Spark Committer » Spark-ceph-
Executor connector
SAPACHE% -

@e=n

Bl 1 ApacheSpark )7 —3 OHERAKRIBEDS 3 >DaryK—
ESAN

spark-ceph-connector (%, JBID 74 77V &3
L7, Apache Spark ® 7’7 7' 4 v ¥ AT L& HEN
L, a—FR—ZREBEZMATICZOEEHHTL L
DA[RETH 5,

4. #fm
D7 avTlx, Apache Spark &, FEH 5 H3FE%L
L 72 spark-ceph-connector DHEHED 9 &, AHFFEH%

RETHEZAAICET a0y R—2v bOEIfEL, 1
5aviR—%v FEDOBERICOWTBICHET 5.

4.1 Apache Spark EDFT—45 DEEAHICEEDLS 32D
AViR—x2 bk

Apache Spark TiZ, X 1127”9 & 9 12, Spark Executor,
Committer, A L —Ya %785 —L ) 3DDaryR—
PV EBT =D L DICBRT 5.

Spark Executor &, Spark Driver T7 — % DAL 71k
DPRE SN, AL —PIKEZAGRET—FDF ¥
v 7 &%EKT 5. Committer 1X, AL —Y LDT—%
DEZALGITE, BEAARDAT Y 72BETS. 22
T, HDFS A4 v ¥ —7 = A AZFHL AL —Ya %
78 TT—F 2B EAUKRICIE, FileOutputCommitter
&9 Committer BFHI NS, AL —Yaxr %3,
Committer 237 L 7 H ZIAAGFT L T =5 DF v v 7 %
R, EEOT -5 DEEIAARZITT S,

spark-ceph-connector CTl¥, TDELE, 7—¥%F ¥
YID1DOTEICAR T INEDNY 77 TT—F &%
JHU> 72#%, librados % \>CT Ceph 7 7 2% LidfE%
1o, FBEOT -y 0HFZIAAZFEMT 5. HEAEN
T—%1%, RADOS A 7Y =7 FzHkL, Ceph 7 7 A
& RITE L TS s,

4.2 rename ICL3ATY TV FDOBEH

77 ANDEEAY T —5 CEBT 52—z 7 7 A
W AT LITESTUE, 774 NVD rename I&, 7 7 AL
D path ZLREFT 2 X8 7 — 8 DT 21T ) 121 DIEHF T
AAPDNSUETH S, LA L, Ceph* Amazon S3
BREDX T2 FPA ML =TT 74 )LD rename % H
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write() (ﬁ
(1) attemptTask _l_.
l rename ()
(2) commitTask i
connector
l rename ()
(3) commitJob —,_.

2  Committer DEfE

ITa8aicix, £9, FHEOA 7Y 27 P 2ETHD
BRTICETLL, R, BHEEIOLX 7Y =7 FEHIRT 3,

V) AR P DOEWGAIERI NI 2 B, ZiE, POSIX D
77 ANT AT L ENFS OETD7 74 VOB H) & IT
W3, ZDXIHIZ, rename ICKEL IR FBNEICL B
DIF, POSIX ICHEHLL 2\ v 4 7P = 7 b A b L—P—fRIC
WTIEFE 2R TH 5.

AmazonS3 X, 70794V %Y 7 7 =7 THE
PEINLY—ERATH D70, EEOEEZMB Z LIZT
7, 77 ANBESBELRHEIEOD S kh ok,

—J7, Ceph D#:MTdH 2% RADOS A 7Y =7 P AT
X, CRUSH £ ) 7L T ALz _R—RA L LTHEEIN
Tw%, Ceph Ti%, CRUSH 7V 3V X% HMT 2
ET, 7 I7AYDORIERE X OA 7Y =7 b4l E D
LT, A7V v ERET IS E T LI A LD
HEAT—EIKkDZ, 200D, 7227 FDLAHTOE
HEITH &, A7Y 27 b OGO EBEICZ D,
fRELT, Z2047Y 227 D Ceph 7 FAY LDT—
& DIEFGIT L L, T—F OBE 2T 5 LB TE
A28

Ceph Tlx, 7747V b ETA 7Y =7 FOEi%E Rk
DBEZENRTELEDLIPT, ALL—Y2752F EORAY
FT—=F Y —N—ZHRTEL LI, XY T—FH—
W=DMEFEDR bV 2y 7 £/ HDES 7 £ L1370,
HOAT =7 T4 BEBL TS, —/HT, ZORM
1%, 4BlD X 9 I rename % FEITT 2 EEICIEAMICE E,
BFELL BT —IBHBLBELTLE). 61T,
CRUSH Tl&, 7—%%'Ceph 7 7 A% L CHERMNIC+57
IZBMING L) ITRITIN T30, din/—FLk
D OSD LT =% ZBEL 21 4UE 7% 6 WA EEE b 1 <
2oTLE).

4.3 Committer DEI{E

41HCHHL L H L, AL =Y a7 %14, Com-
mitter TEREI NI >TT—FOHEZIAAZ
79 . Apache Spark Tl, 7 7 # )L F Tl&, Hadoop
THRA T4 7WICHAE NS HDFS MIFIcEE S N
fileOutputCommitter 23 4, Version1 L\ 9 7
%= )R VATV ) R (I
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ZDT7NTY ALITHEDIBT 7 7 A VOFZIAARDITH
% &%, Committer 1%, K2R TXKHIZ, RDKH %
3DODATy 7 TT =S DEEAAZGEL, AL —
A% 7Y —ICHZIAARRZIT).

(1) attemptTask: 7 — % % $outputPath/_temporary/
$appAttemptID/_temporary/$taskAttemptID/
$dataPart ICHZAL

(2) commitTask: 7 7 4 )V Z$outputPath/_tempo
rary/$appAttemptID/$taskID/$dataPart I rename
ERA)

(3) commitJob: 7 7 4 L% $outputPath/$dataPart IZ
rename § %

LiL, 2O BEBDRTy T2EALT -9 DH
ZIAHAIRIL, Hadoop 2344 7 4 7 CHMT 2087 7
AN AT AHDFS 28y 7 2V FELTWw3 &2
ELTWw3, HDFS Tlid, IS L7 XS T =8 — =N
1Y 5728, rename DUBRIZZ DAY 7 — 5 — N —
I rename #:fFZ ) 7 ZA P L, 2R OO E FEFT
LTH5215% 7 9%, —7, Ceph* Amazon S3 D X
A ATV 27 P A ML= T, IO D rename 23F
ETZZEBNRT7 4= ALORELMEE S,

Ziud, 42ffiCHBALZ LIS, Ceph DA 7Y =
7 FA ML= TlE, rename DFAT I NS - NITHEEREIC
A7V b EBEIT S Z LMo NT, Ziucthn,
AL =Y a3y Y TARBELEZARDBTEL, BFL
LTOEZRAAMEEPHMLLTLEI DTH S,

5. MEOATEHAEDHDREFE

51 #HEHEID rename DFEIC L B1ERES L

EEROEZAARREDAY vy Fa— L&k L —AT5Z L
T, 1ROEZAADMIZ, rename() 232 FlfTHIL T35
Z LR L .

Z OMEDOEZ BN T % 72912, Version2 D 7)Y X
L& L7z fileOutputCommitter Z AT % [53][54].
ZOT7NITY RLIE, b LD LI Hadoop v2 ~DT v 7
JUV—FRDOT7 =% 77 F ¥ DEHEICED, Job 16 %5
D7 7 A WD Commit S#7: & EIZ, Hadoop vl & Hil
L CHEREDSLDMEL 2 D&Ml 2 HINTHEINL D
THBD, 727 FA L —=YIZEIT % rename DR
EZRBERT 27-DICFIAT2 2 ENTE S,

71T ER LTI, ZO7LTY RLADEHEIC K
2B e R T 5.

52 CephDLFVT—avickduE

Ceph Ti¥, 774NV FTL IV r—varv 7774 —
MWIICHEEZINTED, RADOS A 7Y =7 b Ak 7IH%
WMENA 727 b F—71F, BNERICHBINICY 5
AL R L THBINS L) I s nTtws, 20
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72, Commit D 7B ADHFTE TPz 7 bR L=
IZEoTE, —IRNICL2EEI NG W T =212 LT,
BWRNFELCLEY), ZUTkbh, £ 7Y =7 bDGiHs
ABEEZALADBAREIR I D, EEAARERE BN
HBIEBDLPoTWS [47], 7.1 T ) EB 1 TI3,
fileOutputCommitter ® 7 /)L 3V XL DETIZH AT,
COLINr—vavickaHEOREIZMHERL, WH
DYERE% KT 5.

5.3 Spark Executor BERTIT—FFr VI DY1X

HEIABMERPIEE IRV ER 20T 572012, A
FLv—=vaxrs¥oa—FAICT Ny 7a—FzENL,
T = ZHEERFICEERIC A b L — a %7 ¥ 2 Committer
& Ceph L DRITHGEL TV 27— DY A R%HER L 2.

Z DR, Committer 25X 6NTL 2T —FF v~
7 DRESGIDY, KI1KB DH A X & 1Byte DI A XD b
DIZWSNTED, A XDIFFIT/NI I LS I
ol

2T, 72ffiTIT)ERR2 T, Frv ¥4 XD
W2l DI, Java +A T4 7DA 7Y 27 b DT YT
7 A% T % saveAsObjectFiles() I kK 2FH ZIAA
ZilH B,

Z 51T, saveAsObjectFiles() &b F v /¥4 X
DI X >TARTEA L= axs8DNy 7 7%
ERL, Ny 7 7 MEBRICE 2 2 B R TR T 5.

54 Spark @ DataFrame EMFERLZ U7 51 FOFA

Apache Spark Ti¥, 7—% D7 aL 7y a v 2N
THRFT 270D a 7 Ens T —oHiEE LT, RDD 23]
I Tws, S50, Apache Spark /¥—2 a > 2.0 L
[ Tld, RDD Z~N\—RICHLIR S 117 DataFrame Z FIJT
&% L9k o7, DataFrame ICXD, 7—F v I z2HE
AL, KB RT—% 2y b2 X DESICHFR L U
TE2L91Ck3,

%72, DataFrame ZF|[H¥ 2% &, WELT—FD> YT
TARWEGIHITTES L)% %, 22T, 73HiT
179 928 3 Tl, text, JSON, OCR, Apache Parquet D 4
BEHO7 A=<y PTYYT7ILRXTHILT, AbL—
AR IDNy 7 7 2RNHIT 2 2L 2ilA s,

6. RERIRIZ & FlmRER

6.1 RERIRIR

FBTIE, SSD 2## L 725/ — F2257% % Ceph 7
FAY =ML, 20 hTHEBZIT o, 1L, 77 A
ML %/ — Fof#zRT. 1/ -Fi3, HHAO
ceph-mon 2V 7+ 2EfTT 5/ —FELTHAL, 4/ —
Fif, ZNZFN4D5DA L —Y 1/O AP ceph-osd 2~
FF#FFT B2 & T Ceph 7 7 A BHRL 7.
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&1 Ceph 7 7 AY DEE/ — FOHE

Component Description
Operating System  Ubuntu 20.04 LTS
Kernel Linux 5.4.0-42-generic (x86-64)
CPU Intel Xeon CPU E5620 @ 2.40GHz x2
Memory DDR3 ECC PC3-10600 4 GB x6 (24 GB)
Network 10 Gb Ethernet
SSD RevoDrive 3 X2 PClIe SSD 240 GB (60GB x4)
Ceph ceph version 15.2.3 (d289bbd) octopus (stable)
200 188
178

w1757 154 155 oo

> 152

i)

= 1504141 146 147 147

5 125

Q

5 100

=1

o

= 754

'_

T 50
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]

o 25—
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3 rados-bench % H\ > THIE L 72§ AIA A D X — 2 BE
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o w o (6,]
l | | |
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4 rados-bench % H\>THIE L 72 EIAA DX — R R

6.2 FERER: rados-bench ZRAWAR—XHEEEDEIE

BHi/N—3 a > ® Octopus % il L THEZE L 72 Ceph
77 AFICEITEN— AR, Ceph BT 2
rados-bench ZFHH W T, 7Y =7 A X 24X
BCHE L7, FRAAARDR—ZAMEREDOMIER R 2K 3 12,
FEAIABD N — ZVEREDMER R Z K 4 I Z2 N ZIURT,

FEERCfH L 72 Ceph 7 7 A% Tl&, GiAirs - HEIA
AL HIT, 100 MiB/s Zil 2 5 REF R MR T S T
WE I ERbD S, R TIE, spark-ceph-connector
DEZIAAMREZ, K4 ITRINT05, HEIARDKRA
FRERRIED T 5 Z L2 HIE T,
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B 5 Committer Versionl /L 7V 7 —>av777%—3

7. S2BR & 5Tl

71 EBE1.L7VI5—y3>779%—& Committer D
ZILAVXLDEE
5

EEr1TiE, VY= a3 v 7 7 7% — & Committer
DTNITYALDERIZK B2 57012, L7
F—=2av 7y 28 —N305EL1OEED 2D,
fileOutputCommitter 7 /L 3V X A%% Version 1 D&
& Version 2 DHED 2580, ¥ T4@E) D/8T A —
S RBEL TEBEZIT).

‘R

4300 OFEEER %, K5, M6, K7, M8iTmnd. K5
i, 20D FRX=FZEHTZHIDOLDT, K6 T
TV r—=>vav7y ¥ —%112, K7 Tl Committer
% Version2 12, ZNZNEHEL b DT, X8, M/
IA—F B L TWEZMATDDTH S,

X5&M6zHET2E, LY r—>av7yrry—
DOEFIZL D, 2K 30% DML L7 2 L%
5, K5 & M7 2HKT %L, fileOutputCommitter
D Version DZEHIC X D, KESHREN M LEL, i
4 f5otkRg A LR S .

B i

V7V —yav7 77—t fileDutputCommitter
DT7NTYRALDERIE, LHICAIL—YaRIID
HEREZ I L35 LR TE L, KFIZ, ED) B,
Committer DEIEDLHAMEREN LICKE CHFLET 22 &
Vbbhol, TDI LD 5, spark-ceph-connector T
1%, BEHEID rename ¥R T 5 Z LI X B EBES LD
BRREDPOI I DR TEL,

—J, TNFEFT, T—FOHFEEIAARIZIE, RDD D
saveAsText () XV v FZfiH L CT\w»7. RDD &, Apache
Spark DR—Z L% 5 7T —FRET, TXA LT —F DR
FEZ 1L saveAsText () 2T 2 DEARNZ FiETH 2
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1 2 4 8 16 32 64 1282565121024
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K8 Committer Version2 / L 7V r—>av 77749 —1

72OTH 5,

LL, 53 fiiTliR7 K91, EE1 oESIAATOD
F—=F BN T5E, BEICAML—Yaxry—iiiks
NEZEZAART—FDF ¥ 73 A4 XD, 1KiB & JEHIC
INEWZ EDBHS IS, INSBY AL ADT—FF %
YITIE, ARL=yaxryonNy 7 7DO—H LM
TERWVED, T—FF v 703 A4 X 2HMIE 5058
Db 5.
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K9 saveAsObjectFiles() / Vv 7 7% 4 X 4KiB

E7, 4 D0FEBETXTUTE VT, Throughput 134 7
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BickonsF v 794 A031KiB LA 7% \v7:9, Ceph
7 7 A NDEZIABDRELRM G EDA — N—~y I3
FhE o T L Eo b EZ NS,

72 EER2:AMNL—IARIIDNY T 7HAXERE
ES

1 ofs R 2B E A, FEB2 TlX, Version 2 O
fileOutputCommitter ZfHM L, Ceph DL 7)) 7 — a
Y7778 = TICEREL THERZT).

F:B# 2 Tl%, RDD O saveAsObjectFiles() XV v FD
iz AT, ZHUT kD, Yo Java +4 T4 7D T
P OV TIAYRAMLCT 2SI TI4 R
L7cglc, 77— 2EEABNLMP TN X)IckD,
T=8DF v 7P A XBKREL %D LRI NS.

¥, Fr v IBREL LoLBGHICAEDET, AL
L—yax s 80Ny 77 ZHMSE 5,
faR

FER1 LHIL Ny 7 7% A4 XT, saveAsObjectFiles ()
ZRHAL T HFZAAOMER KL ZXK 9 1T, ZLT,
spark-ceph-connector D\ 7 7 %A X% 4 MiB |2
& T, FfRIC saveAsObjectFiles() ZfHH L HE
ABOWERERZK 10 12, ZNZIURT.

$7, M9xERZ L, A7Y =7 b¥A X 128MiB LI
Tld 4.0 MiB/s bL 1@ Throughput 251 TE D, X 8 D
REHELT, ANy 779 A X2EHLTTH, K
x1.3 - x1.5 DERER EASH S e,

RIZ, spark-ceph-comnnector DNy 7 7% 4 X% 4
MiB IZHME 5 &, I oICEEIKEIN, K59
MiB/s @ Throughput 251 CT& 1, X8 DR & Hilz L
T, #x1.6-x1.7 D¥RER ESH S 7z,

B
FhE 2 TIE, FEIARICMAIL 72 saveAsTextFiles ()
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KEIND T =5 DM AL S 720 TH B, L
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WEBD T — F RGN ICHRE I N TV 2 b TRV d,
FH1 THENAMTKIB & D IZRE LS DD, 1Byte %
51 15 KiB % TO HII/N S WAL Z2 272 29 4 XD
Frr7IlaFINTLE) 2 ERbhok, 2D,
HERABT =5 DF v v 7PNE 0T LT 2R HHR%
T = Z RO RIEIE T rc iR S T,

FE2 O E LT, Ny 7 7L R hrbod, &
7Y 7 b A X 128MiB DLETIRHERES E b IR L T
B, 1 LAKROBEIAIZRL TR, Ihd, T—%
DF %V 7H A AW i, ~HICHEZAL I LT
E2T—VRICEBVBTETCLESTVLEDELEEZS
ns,

7.3 5RE& 3: DataFrame ZFIA LY U PS54 X7 4 —
vy hNDEE

EER

FBi 3 TlE, DataFrame ZFIAL, U774 X7 4 —
vy FELT, text, JSON, ORC, Parquet ® 4 ffi%fiz
W T =Y DEZARDERZITH. ZhickD, FEi2
EFTICHSNICKR o7, APL—YaxIIHNDNy 77
PN TR WITEZ BN T 2 2 L 2ikA 5.
‘R

text, JSON, ORC, Parquet ® 4 FiiD 7 #—~ v MIC
220774 XA L -HZIAADWERREZ, 20
X 11, 12, 13, 14 2R T,

£9, K11 D text TOT Y 7 74 A0fER%E, K812
NI NTFEER 1128 % Committer Version 2 &£ L 7° V)
F=2av7r7 78 —105A80MR LTS, text T
D) T 74 ADYAX, DataFrame #FJ L7z & LT
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LTLE-ST.

ZHUTHL T, K12, K13, X 14 D text IStV 7
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&, INFTOEBREIZERZLRD, RO TEAET,
A 7Y 27 b A XNt THERE D [ BT 2 Ei s
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X5lz, TNFETIE6MiB/s ML EOMREIFRIH I N2
Do le® L IIHERIZ, JSON 7 4 —< v F TIIRKT
25MiB/s, ORC & Parquet 7 # —< v FTi&, &KT50
MiB/s % 1[Al %Ki 2 Mg B3 5 7z,

B2

ORC % Parquet 7% EDIIRD R ANAL F YD Y 77
AR7xr—=y FEFHATEZILICKD, APL—Yax
78 DEZAAREROKNIE LM L2 FHEELT 2 2 L3 TE.
I, TNEDTYTIATFICEDALL—Yars¥
WREBEINDEZT—FF X 7094 ZA3MWINT 2L ED
IZ, Ceph 7 7 A% ~DT—% DEGRME LA L, Ceph
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T XA MERDJSON 7+ —< v b THKE Mg L
PESN, JSON 74—y FTPUYT7 7L ALKEE
KA L =2 a7 PICEONET—FF v 7DYA X
ZOWT 5L, HWER/NZIWEKIBDT—%F v 73|
HINTL7%. L»L, saveAsObjectFiles() DAL
F®RD, T8 F vy OEREOM, 785 F v
—EDY A RERoTnT20, RN R T — FIREDE
WL7ldThsrtEIoNS,

8. HEm
81 Pool ZEDLTVIr—2avI7 7059 —DERE

Ceph DL 7V r—vav 7778 —%2 1 IHET S L,
T OERZH -0 DITUREPHERTE R > T
LE92%, CephDVL TV r—vav77789—I% 7
Yz b T %IENT 572912 RADOS EIC/ER S 117
Pool T EICFIRICERET 5 T ENHHETH 5.

2070, 7L 2F, FRHhO—RNL T — 8 2 IENT
% Pool &, RHIMICT—% 24 L TE < Pool Z7#IL,
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MEZEDPool DL 7Y r—av 7708 —%112, &
Z3IENETNHEL, FEEHIRICT— 4 2 E 7 % Pool
ZEHELED, HB0IE, FEEDHIETPool DL 7' r—
avIy I y—%EHRLLYTEIEIZLD, FEhdIC
AbL—=2axr 8BV V5= a v oEEZ TR
X Lo b, EREIBOT = IcouTEiEEZ
REET 2 2 LIFATRECTH 5.

9. TLHESERDFRE

9.1 X&o

EHOWF, LA 7Y =27 P AL = Ceph
% Apache Spark 26 Ml TE 2 A bL —Yax 7
% spark-ceph-connector % B ¥ L 72 2%, o4& FH
FAAMEPBoN TR > k., KI5 T,
spark-ceph-connector D& FIAAVEREDME\FlEH 2 70T
L, BEOUR%ZE L 7-. 7, spark-ceph-connector
il A5 D REIC L T Z 2 08Y) 72 ZAH THEZ#E L 72,

2R, INoDYGEICKD, 128MiBOA 7 27
b A RIx S 2 #H ZIAARMEREDS, £ 0.6 MiB/s 2> 519
20.8 MiB/s i L L, 1,024 MiB D4 7Y = 7 TR LT
1%, mATH 66.1 MiB/s £ TRIRICdEI 1, FANWE
HZAARRPRIETE 2 L) 1Lk o7,

9.2 SERORE

Z 1 £ T, spark-ceph-connector X1 2 {EREFA
E LT, 3AAAR EHZIALDOEARN L ERE 2 3§ %
DR A 7uaXVFe—7 LT CIhrot, &
®ix, KOERNE? ) r—yaviciivwy7—rua—F
EHVIERYF— 2E T 5 LT, APL—Yax
7 85 DRV 2 5§ 2 323 H 5

¥ 72, spark-ceph-connector IZ7 — % ZiX{ET %
Committer 121, E72WBEDORMDPTE > T 5, FE,
S3A A L —¥ 3 %7 ¥ —IZl3 zero rename % FEHLT 3
Committer 232 I 7, T EFBRIC, Ceph ~DT—
8 FHZARRFIHEREM EOWIT & 7% 5 rename % [T &
% Committer % Fl| ] ¥ 7z 1% spark-ceph-connector [f]
IcHET 22 itk D, HTAAMMEE S 5 ICUEETE
5 EFHRING,

i

AR DO—TBIE, PR FFER AR v & — DA
HFEFIH 70 77 & (Cygnus), ESZHFERFEE NS %
V¥ — - EEEEANR AR (NEDO) £ X OVE 1ot
2T & DILEFEDOWIK ZZ T - b DTT.

AKFEOERICHI>T, 7= D7 u vy T,
matplotlib [55] ZRXR—R WX LT =% AT A 77
) seaborn [56][57] # AL £ L7, F7-, KOIERKICIE,
mxGraph [58] Z X — RIZ L 7z ¥ — E X diagrams.net [59]
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